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Abstract. The need for processing large amounts of data recorded by structural health monitoring 

(SHM) systems has been fostering interdisciplinary SHM strategies employing artificial intelligence 

(AI) algorithms for detecting damage. However, the opacity of several AI algorithms hinders their 

widespread adoption in SHM practice. To enhance the trust of practitioners in AI algorithms, this 

paper proposes an explainable artificial intelligence (XAI) approach for SHM. The approach builds 

upon the capabilities of unsupervised learning algorithms for detecting outliers indicative of 

structural damage in structural response data. Moreover, features in the data governing outlier 

detection are “explained” to the user, thus ensuring transparency in decision making. The XAI-SHM 

approach is validated via simulations of a pedestrian bridge that may or may not include damage. 

The results show that the XAI-SHM approach is capable of distinguishing between damage and 

random fluctuations of structural properties, while decisions made by the XAI-SHM approach are 

clearly explained. 

1. Introduction 

Structural health monitoring (SHM) strategies usually entail obtaining information extracted 

from processing structural response data collected by sensor networks. Data processing in SHM 

builds upon well-established methods drawn from the fields of mechanics and mathematics, 

usually in a purely data-driven manner, i.e. without considering any physical principles 

underlying the structural behavior. However, damage may manifest in ways that are too subtle 

to be captured by data-driven models based on classical mechanics. Moreover, the increasing 

complexity of civil infrastructure and the heterogeneity of data on which decisions are based 

have been raising the need for high-complexity models to facilitate decision making. As a result, 

the SHM community has been actively exploiting the powerful predictive capabilities of 

artificial intelligence (AI) algorithms for SHM purposes (Smarsly and Hartmann, 2007).  

Most AI algorithms draw their predictive capabilities from detecting associations and 

relationships among datapoints (also referred to as “observations”) within datasets that are 

impractical or impossible to approximate with physics-based models or closed-form 

mathematical expressions. As such, AI algorithms have been gaining increasing popularity 

across a broad range of scientific and industrial applications (Barr and Feigenbaum, 2014). 

From an SHM perspective, associations and relationships between datapoints, which are arrays 

of measurements of structural responses, aim at revealing patterns indicative of structural 

damage. Particularly in identifying the onset of damage, i.e. the early stages of damage, 

conventional structural-dynamics-based SHM strategies, such as operational modal analysis, 

have been proven ineffective due to the low sensitivity to damage (at a localized level) of 

structural dynamics properties, such as eigenfrequencies (Friswell and Penny, 1997). Evidently, 

SHM stands to benefit from AI, and its subset machine learning (ML), for damage detection. 

Although the vivid interest of the SHM community in AI is relatively recent, early research 

discussing AI concepts for SHM dates back to the end of the 20th century. The statistical pattern 

recognition paradigm introduced by Farrar et al. (1999) is one of the earliest attempts to bring 
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concepts of supervised learning and unsupervised learning into discussion over damage 

detection. The authors have presented damage detection approaches, both “informally”, i.e. 

through manual expert-judgment interpretation of damage-indicative features, and “formally”, 

i.e. using well-established AI algorithms. An elaborate discussion on the statistical pattern 

recognition paradigm and on machine learning aspects for SHM, in general, can be found in 

Farrar and Worden (2013). Identifying the onset of damage, which, as previously mentioned, 

may be a focal point of SHM, has been addressed as “novelty” (outlier) detection by Worden 

et al. (2000). Further examples of AI-based SHM approaches include using artificial neural 

networks for damage detection, accounting for uncertainties in data used for training the neural 

networks (Bakhary et al., 2007) and applying Bayesian regression models for identifying 

damage in expansion joints of bridges (Ni et al., 2020). Diverging from the objective of damage 

detection, Smarsly and Law (2014) as well as Dragos and Smarsly (2016) have demonstrated 

the applicability of artificial neural networks for sensor diagnostics in SHM systems. Given the 

increasing interest in adopting AI concepts in SHM, several comprehensive reviews summarize 

the state of the art on AI (and ML) in SHM (Worden and Mason, 2006; Salehi and Burgueño, 

2018; Mishra, 2021). 

Nonetheless, the inner mechanisms of several AI algorithms are opaque (“black-box”), thus 

raising trust issues with respect to predictions, which eventually hinder the widespread use of 

AI in SHM practice. This paper presents an approach to overcome the limitations of the black-

box nature of AI algorithms used in SHM. Specifically, the emerging paradigm of “explainable 

artificial intelligence” (XAI) is used as a basis for shedding light into the internal mechanisms 

of AI algorithms that govern decision making. The proposed XAI-SHM approach is designed 

around an unsupervised one-class support vector machine (SVM) algorithm. The identification 

of damage by the one-class SVM algorithm, which, after being implemented and trained, is 

referred to as “one-class SVM model”, relies on the detection of outliers. As a preprocessing 

step, continuous wavelet transform (CWT) is applied to the structural response measurements 

to expose patterns (features) in the data, which are then used as input to the one-class SVM 

model. With respect to “explaining” the decisions of the SVM model to practitioners, emphasis 

is placed on the features exposed by the CWT that govern decision making. The proposed XAI-

SHM approach is validated through simulations of a pedestrian bridge considering a broad 

variety of structural behavior scenarios that may or may not include damage. The results show 

that the XAI-SHM approach is capable of distinguishing structural behaviors attributed to 

damage from structural behaviors attributed to random fluctuations of the structural properties 

of the bridge, while the classification of the XAI-SHM outcomes is clearly explained. 

In the remainder of the paper, a brief description of the one-class SVM model is given in 

Section 2, and the details of the XAI-SHM approach are explained in Section 3. The validation 

tests are presented in Section 4, followed by the summary and conclusions as well as a brief 

discussion on future research. 

2. One-class support vector machine for outlier detection 

This section presents a brief description of the one-class SVM unsupervised learning algorithm 

that is used for outlier detection. Support vector machines, owing to their robust predictions, 

have been widely used for classification and regression analysis in ML (Xu et al., 2009). The 

advantages of SVM algorithms include effectivity in high-dimensional spaces, effectivity in 

cases where the number of features is greater than the number of datapoints, memory efficiency, 

and versatility in regard to the number of kernel functions. Kernel functions are used to “learn” 

boundaries for separating datapoints into classes within a dataset and include linear kernel, 
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polynomial kernel, radial basis function (RBF) kernel, and sigmoid kernel. Support vector 

machines for classification problems solve the problem 
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where, given training data xi ∈ ℝp (i = 1…n) and target vector y ∈ {1, -1}n, the goal is to 

find w ∈ ℝp and bias b ∈ ℝp such that yi(wTφ(xi))+b ≥ 1-ζi for most datapoints. The kernel 

function applied to x is φ(xi), and p is the number of features characterizing the datapoints in 

the dataset. The tradeoff between misclassification of training data against the simplicity of the 

decision boundary is denoted as c. In this study, the one-class SVM algorithm for outlier 

detection learns a kernel function for outlier detection, where newly collected data is classified 

as similar or different to training data (Schölkopf et al. 2001).  

The one-class SVM algorithm is useful in imbalanced learning problems, where there is 

abundance of data for a class, e.g. representing normal circumstances of a physical process 

(“normal scenario”) and insufficient data for a second class that diverges from normal 

circumstances (“outlier scenario”). The one-class SVM algorithm is trained with normal 

scenario data, learning the boundaries of the datapoints. For SHM problems, where data is 

usually in a high-dimensional space, the RBF kernel is usually employed. For training a SVM 

using an RBF kernel, two hyperparameters, ν and γ, must be defined. The ν hyperparameter 

replaces c in the SVM problem, is bounded between 0 and 1, and represents the expected 

proportion of outliers in the dataset. The γ hyperparameter represents the influence of a single 

datapoint on other datapoints. Therefore, the larger the γ parameter is, the closer datapoints 

must be to each other to be grouped together. Considering two datapoints, x and xʹ, the RBF 

kernel function is represented mathematically as 
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To better understand the one-class SVM algorithm, Figure 1 presents an example of a 

dataset with datapoints characterized by two features (mapped as horizontal and vertical axis 

coordinates) and the output of an one-class SVM model trained with the dataset. Both γ and ν 

have been set to 0.1 in the example. Datapoints used for training, new normal datapoints 

(normal scenario), and new outlier datapoints (outlier scenario) are represented with red circles, 

light blue circles, and yellow circles, respectively. The boundary learned for the normal scenario 

data is represented with a red line, enclosing most of the training datapoints. The green contours 

surrounding the boundary represent the distance of the outlier datapoints from the boundary 

learned. 

From an SHM perspective, the boundary that needs to be learned by the one-class SVM 

algorithm distinguishes normal structural operation from the presence of anomalies that would 

indicate structural damage. Specifics on how the one-class SVM algorithm is implemented for 

the purposes of the XAI-SHM approach presented herein are shown in the next section. 
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Figure 1:   Example dataset as classified by the one-class SVM model. 

3. Explainable artificial intelligence for SHM using unsupervised learning 

In this section, the XAI-SHM approach is illuminated. First, an overview of the XAI-SHM 

approach is provided, followed by brief descriptions of methods used for data preprocessing 

and for explanation of one-class SVM outcomes as part of the proposed approach. 

3.1 Overview of the XAI-SHM approach 

Considering a typical SHM strategy, the workflow of the XAI-SHM approach is shown in 

Figure 2. One of the challenges of the XAI-SHM approach is to distinguish damage from 

random fluctuations in structural properties and environmental conditions, which are typically 

part of the “normal” structural condition. These random fluctuations concern, for example, 

changes in loading conditions (e.g. in structural mass) and changes in geometry/stiffness due to 

temperature variations. Since SHM systems are usually designed on a long-term basis, it is 

reasonable to assume that the vast majority of structural response measurements collected by 

SHM systems correspond to normal structural conditions and can be, therefore, used as normal 

scenario data for training the one-class SVM. Furthermore, since detecting outliers in the 

structural response data relies on features, raw structural response data is pre-processed using 

continuous wavelet transform to expose features of the normal scenario data prior to being fed 

to the one-class SVM. Upon completing training, structural response data from an unknown 

structural condition is collected, pre-processed using CWT, and fed to the one-class SVM, 

which analyzes the data for the existence of outliers. Finally, the outcome of the one-class SVM 

algorithm is explained to the user in terms of features contributing to the detection of outliers, 

using Shapley values (Lundberg and Lee, 2017). The main purpose of the explanation is to 

showcase that the detection of outliers is not random but based on specific features existing in 

the data. In what follows, brief descriptions of the CWT method and of the Shapley values 

method are provided. 
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Figure 2:   Overview of the XAI-SHM approach. 

3.2 Continuous wavelet transform 

The continuous wavelet transform is a digital signal processing (DSP) technique that enables 

obtaining information on the frequency content of signals, e.g. datapoints with structural 

response measurements, at discrete time intervals. While traditional DSP techniques based on 

the Fourier transform yield the overall frequency content of datapoints over a predefined period 

of time, the CWT provides a complete picture of which frequency components contribute to 

structural response measurements coupled with temporal information on the effect of each 

frequency component, referred to as “coupled time-frequency information”. The CWT 

coefficients Lx of datapoint x over time t are defined as 
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with a being the “scale” factor of the CWT, and τ being the “shift” factor. The wavelet 

function, denoted by ψ (also referred to as “mother” wavelet), is a short wave function that is 

multiplied at every instance in time with datapoint x. The scale factor is used to compute 

wavelet coefficients across a range of scales, which may be considered as equivalent to the 

frequency bandwidth of the Fourier transform. The shift factor defines the delay considered 

when multiplying the mother wavelet with the datapoint, essentially moving the mother wavelet 

to cover the length of the datapoint. Continuous wavelet transform coefficients are typically 

depicted in two-dimensional plots (images) with the horizontal axis representing the shift factor 

and the vertical axis representing the scale factor. In the XAI-SHM approach, CWT coefficients 

are used as input data to the one-class SVM algorithm. 

3.3 Shapley values for explainable AI 

Shapley values is a concept based on game theory, where the behavior between several players, 

whose decisions are interactive, is studied with mathematical methods. From the Shapley values 

concept, the Shapley additive explanations (SHAP) have been proposed for explaining the 

output of ML models (Lundberg and Lee, 2017). SHAP values attribute the change in the 

prediction of a ML model to changes in the features of a datapoint, thus obtaining the 

contribution of each feature to the prediction. SHAP values are calculated by retraining ML 

models on subsets of features S ⊆ F, where F is the set of all features, and assigning an 

importance value λ to each feature i, representing the impact of the feature on the model 

prediction. The impact is calculated by comparing the predictions of a ML model fS⋃{i} trained 
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with the feature present and of the ML model fs trained with the feature suppressed. The 

differences are computed for all subsets S ⊆ F for feature i, as the effect of suppressing a feature 

may depend on the effect of other features of the model. Thus, the SHAP values are calculated as 
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where xS represents the vales of the input features in subset S. 

4. Case study: Simulations of a pedestrian bridge 

Validation tests for the proposed XAI-SHM approach are conducted via simulations of a full-

scale pedestrian bridge. The simulations involve scenarios that correspond (i) to normal 

structural condition, i.e. without damage but with random fluctuations in structural properties, 

and (ii) to damage, i.e. with damage-induced changes in structural conditions. In the following 

subsections, the pedestrian bridge is briefly described, and modeling and simulation of the 

bridge are illuminated. Finally, the results from applying the XAI-SHM approach are presented 

and discussed. 

4.1 Description of the pedestrian bridge 

The pedestrian bridge is a reinforced concrete overpass facilitating pedestrian traffic over a 

waterfront boulevard in Thessaloniki, Greece. The main span of the bridge deck rests on two 

piers with variable rectangular cross sections, as shown in Figure 3.  

 

Figure 3:   View and geometry of the pedestrian bridge. 

The main span has a length of 34.60 m and is connected at its ends to two antisymmetric 

curved, skewed end-spans (depicted with grey color in the plan view) through expansion joints. 

As a result, the main span (depicted with black lines in the plan view) essentially behaves as a 

quasi-autonomous girder with an effective length of 23.00 m between the supports (centroids 

of piers cross sections), extended by two cantilevers of 5.80 m length, one at each support. 

Since the main span is located over the boulevard, its importance is higher than the end-spans; 

therefore, simulations in the validation tests will focus on the main span. 

4.2 Modeling and simulation of the pedestrian bridge 

The main span of the pedestrian bridge is modeled as a continuous girder (“beam model”) using 

an analytical modeling approach presented in Manolis et al. (2020). The analytical modeling 

approach builds upon the premise that flexible structures with simple geometries may be 

Axisymmetric view Plan view

Section A-A Detail D1
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considered as “waveguides” undergoing axial, flexural, and torsional vibrations. As such, the 

following modeling assumptions are made: 

• The behavior of the beam model is described by the Bernoulli-Euler differential 

equation, which is explained below. 

• The beam is of constant cross-section and constant mass per unit length. 

• Pedestrian traffic is simulated with two point loads, each initially located at one 

support (pier). The loads move towards the middle of the main span (“moving loads”), 

i.e. in directions opposite to each other, at constant velocities. 

• The presence of pedestrians on the main span would technically increase the structural 

mass of the main span and would affect its vibration characteristics. However, the 

mass of the main span is much larger than the mass of pedestrians, therefore the 

change in structural mass is neglected and only “gravitational” effects of pedestrian 

traffic (i.e. the action of the moving loads in the vertical direction) are considered. 

• The damping is viscous, i.e. proportional to the velocity response of the beam. 

• The main span is simply supported at its connections to the piers. 

According to the aforementioned assumptions, the Bernoulli-Euler equation of motion for 

each moving load is (Fryba, 1999): 
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In Equation 5, E is the material modulus of elasticity, I is the moment of inertia of the beam 

cross section in the vertical direction, w is the vertical deflection of the beam, ρ is the material 

density, and A is the cross section area. The damping coefficient C is equal to C = 2ρΑξω, where 

ξ is the critical damping ratio and ω is the eigenfrequency of the beam model. For more 

information on the analytical modeling approach and on the solution of Equation 5, the reader 

is referred to Manolis et al. (2020). The variable x represents the coordinate (location) in the 

longitudinal axis of the beam, with x = 0 and x = 23.00 depicting the position of the left-hand 

side and of the right-hand side support (as depicted in the plan view), respectively. The variable 

t represents time, and P and c denote the magnitude and velocity of the moving load, 

respectively. Finally, δ represents a Dirac function for considering the position of the moving 

load. Based on information gathered during a previous study using the pedestrian bridge 

(Manolis et al., 2014), the location for collecting responses is selected at x = 12.93 m, and the 

values for the parameters of Equation 5 are summarized in Table 1.  

Table 1:   Beam model parameters. 

Parameter Value Units 

Modulus of elasticity (E) 27.5·106 kN/m2 

Material density (ρ) 25.00 kN/m3 

Cross section area (A) 1.207 m2 

Cross section moment of inertia (I) 0.049 m4 

Critical damping ratio (ξ) 0.013 - 

 

For training the one-class SVM model, 500 training scenarios with random velocities for 

the moving loads and random fluctuations of structural parameters, representing normal 

structural conditions, are simulated. Each scenario comprises measurements collected over a 
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period of 100 seconds with a sampling rate of 100 Hz. For testing the one-class SVM model, 

additional 100 testing scenarios are devised, two of which involving damage in the bridge deck. 

The goal of the one-class SVM model is to correctly identify the two damage scenarios as 

outliers. The results from applying the SVM model are shown in the following subsection. 

4.3 Results from outlier detection using the one-class SVM model 

Each scenario in the dataset comprises 10,000 measurements (with total duration 100 s and 

sampling rate 100 Hz). To reduce the dimensional space of the dataset and to improve the 

accuracy of the model, while maintaining the information present in the scenario, 

downsampling to 100 features is performed using the Fourier method. Thereafter, CWT is 

applied to the dataset, using 40 scales and the Morlet function as mother wavelet (Morlet et al, 

1982). The one-class SVM model is trained using the RBF kernel, with ν = 0.0051 and γ = 0.02. 

Table 2 presents the metrics of the test predictions obtained from the one-class SVM model. In 

Table 2, accuracy represents the ratio between correctly predicted scenarios and the total 

observations, precision represents the ratio between correctly predicted scenarios and total 

predictions of each scenario, recall represents the ratio between correctly predicted scenarios 

and the actual total observations of each scenario, and F1 score represents the weighted average 

of precision and recall. It can be observed that the one-class SVM model is capable of 

identifying outliers reliably, with a global accuracy of 92.85%. 

Table 2:   Metrics of the one-class SVM model. 

Metric Value 

Accuracy 92.85% 

Precision 95.00% 

Recall 95.00% 

F1 score 95.00% 

4.4 Explanation of outliers detected by the one-class SVM model 

After testing the one-class SVM model and obtaining reliable metrics, a SHAP “explainer”, i.e. 

an algorithm that computes SHAP values, is trained with the training scenarios. Subsequently, 

SHAP values are calculated for 20 randomly selected normal scenarios and one outlier scenario 

from the testing scenarios. Each scenario is reevaluated 500 times, representing 500 variations 

in the features of the scenario. Figure 5 presents exemplarily SHAP explanations for two testing 

scenarios, (a) a normal (i.e., no-damage) scenario and (b) a damage (outlier) scenario. The 

images on the left are the CWT coefficients for the scenarios and images on the right show the 

SHAP values overlaid on each CWT image. It may be observed that the no-damage scenario 

has SHAP values close to zero, represented with almost transparent color, whereas the damage 

scenario has negative SHAP values, which indicate impact on the prediction. Therefore, it may 

be inferred that outlier detection is governed by features in the data and are not random. 

Moreover, the damage scenario has several CWT features marked with SHAP values with 

varying intensities of blue, revealing the features that have varying degrees of impact on the 

prediction of outliers. 
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(a) 

 

(b) 

Figure 5:   SHAP explanations for two scenarios, (a) no damage and (b) damage. 

5. Summary and conclusions 

This paper has presented an explainable artificial intelligence approach for structural health 

monitoring. The main goal of the proposed approach is to make the decisions of black-box AI 

models transparent to practitioners and enhance the confidence of the SHM community in AI. 

The XAI-SHM approach is based on detecting outliers in structural response data that indicate 

damage using an unsupervised learning one-class support vector machine algorithm. Moreover, 

the features in the structural response data governing the outcome of the one-class SVM are 

explained using Shapley values. The XAI-SHM approach has been validated through 

simulations of a pedestrian bridge including scenarios corresponding to normal structural 

condition and scenarios corresponding to damage. The results have showcased the ability of the 

XAI-SHM approach to detect damage scenarios as outliers, while the Shapley values clearly 

have shown that the detection of outliers is based on specific features existing in the structural 

response data. Future work may include a more thorough reevaluation of the features for each 

scenario, since more reevaluations performed over the features lead to more reliable and stable 

estimates of the SHAP values. Furthermore, the interpretation of features governing the 

outcome of the one-class SVM may be investigated. 
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